Workshop on sampling and confidence intervals. 

Sampling

For a statistician the relationship between samples and the population they come from is important. Having taken a random sample from a population we want to know what it can tell us about the population as a whole. Statistical INFERENCE is the name given to the process of deducing information about the population from the sample.

In particular we would like to:

· estimate the numerical characteristics of the population, e.g. the size of the mean;  and

· assess the accuracy of these estimates which we make ....

· in other words calculate confidence intervals.

Vocabulary.

Sample quantities, such as the mean of the sample (the sample mean), sample standard deviation etc. are called sample statistics or just Statistics.

Using these quantities we can estimate the corresponding quantities for the population from which the sample was drawn - these are called population parameters, or Parameters.

What Happens When We Take A Sample.

Before we progress to more clever stuff it is very important to understand what happens when we take samples from a population.

· Open the file  SAMP.XLS from the DISCUS folder on the CD.
· Enable macros and open as Read Only.

· Read the first 3 screens briefly and arrive at SAMPLES (NORMAL POP)

What to do: (this part should take you no longer than 10 minutes)

· The population you are sampling from has been plotted, it follows the normal distribution.  

· Note that its mean is 0 and the standard deviation is 1.  

· The sample data are shown in the table but have also been plotted.   

· Compare the sample mean, marked with the red line, with the mean of the distribution.

· Would you say they are close in value?

· Two standard deviations have been calculated. The S.D. (n-1) is the sample standard deviation.
· How does it compare with the standard deviation of the population?

· Change the sample size to 10; take 3 samples and write down the results.

	
	Sample 1
	Sample 2
	Sample 3

	Mean
	
	
	

	Standard deviation
	
	
	


· Do you get the same results each time?  

· Make the sample size 20, and take 3samples again, writing down the results each time. 


	
	Sample 1
	Sample 2
	Sample 3

	Mean
	
	
	

	Standard deviation
	
	
	


· What do you notice happened to the sample mean now you have increased the sample size 

· What happened to the sample standard deviation when the sample size increased?

Move to the worksheet called MEANS (NORMAL POP)

Aim:  To investigate the sampling distribution of the mean when sampling from different populations

· This is the first of 3 separate, but similar, spreadsheets showing the Normal, Uniform and Exponential distributions with given means and standard deviations.

· In the first, repeated samples are taken from the normal distribution.  

· Each sample and its mean is very briefly displayed

· The means are plotted, and the mean and standard deviation of the means calculated and shown.

· Choose a sample size of 4. and use speed 3 for sampling. This gives you 1000 samples.

· Start sampling and see how the distribution of sample means builds up, and how the mean of the means changes.

· When the samples have been taken, fill in the table on the opposite page 

· How does the mean of the means compare to the mean of the population?

· What is the standard deviation of the sample means?   

· How does this compare with the standard deviation of the original population?

· Sketch the shape of the final histogram.

Complete the table for the Normal distribution using sample sizes of 9 and 16

Then investigate the uniform and exponential distributions and complete the table.

· Look at the original standard deviations and see if you can spot what happens in each case to the sample standard deviation.

· Can you spot the general rule?
The standard (or typical) error in the sample mean = population standard deviation./(sample size.
· What about the shapes of the distribution of the sample means? 

· Does it remind you of anything?

· They should look approximate to the normal distribution even when the underlying population is not normal.

Are you surprised?

You should be.
Confidence intervals

· Finally, have a look at the confidence interval spreadsheets, especially the Simulating Confidence Intervals spreadsheet.

· Read the help screen then take a moment to work out what everything represents.


· Then with P=95 , press the F9 key 10 times slowly and count how many times in total the confidence interval does not include the mean. 

· By taking 10 samples of 10 you have taken 100 samples.  

· On average 5 of the confidence intervals should not include the population mean.

· Change P to 60 and take 10 more samples again counting how many times in total the confidence interval does not include the mean.
· How many on average would you expect not to include the mean?

.

	Distribution
	Sample size
	Mean of 
sample means
	Standard deviation
of sample means
	Approximate shape of the distribution
(sketch roughly)

	Normal

Mean = 0

Standard deviation

= 1
	4
	
	
	

	Normal

Mean = 0

Standard deviation

= 1
	9
	
	
	

	Normal

Mean = 0

Standard deviation

= 1
	16
	
	
	

	Uniform

Mean = 7
Standard deviation

= 4
	4
	
	
	

	Uniform

Mean = 7
Standard deviation

= 4
	9
	
	
	

	Uniform

Mean = 7
Standard deviation

= 4
	16
	
	
	

	Exponential Mean = 1
Standard deviation

= 1
	4
	
	
	

	Exponential Mean = 1
Standard deviation

= 1
	9
	
	
	

	Exponential Mean = 1
Standard deviation

= 1
	16
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