
Linear Regression: predictions


Is the straight line an appropriate model?

Last week you set up a spreadsheet in the workshop – open it.

If you have not completed last week’s workshop you must do that now.

We found a line of best fit and looked at the goodness of fit statistics which appeared to indicate that the line was a good fit.

The next question though is

Is the straight line an appropriate model?

Remember Anscombe’s data?  If you didn’t look at it in the first workshop have a look now.

The file is models.xls. 
This showed 4 data sets, all with the same line of best fit, and same values of r2.

How many of those data sets should be modelled with a straight line?

How could you tell?

Plotting our data gives us a very good idea of what is appropriate, but does not tell the whole story especially where our scales are very compressed.

To check if a straight line is an appropriate model we need to plot the residuals 

We plot the residuals against Advertising costs (the x values).

· This should show a random scatter.  

· If they don’t, it is an indication that the straight line model is not the most appropriate one;
· It may mean that the relationship between Sales and AdExp  (y and x) is non-linear.  

	· Draw a scatter-plot of Residuals against 
AdExp (the x-values).
· What do you think?

· Are they fairly randomly scattered?

· Is the model appropriate?

· Save your work.
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· If the residual plot shows a random scatter the straight line model is appropriate.
· If the scatter is not random then a straight line is not the most appropriate model.

Predictions
If the model is appropriate we can use it to predict the value of Sales for other values of Advertising Expenditure. 

· Suppose we want to predict Sales when Advertising Expenditure is £4∙2m and £6∙4m

· In D8 enter 4∙2   and in D9: enter  6∙4
· In F8 type the formula =slope*D8+intercept

· Copy it into F9.

(You cannot just copy down your formula in the Predicted column because it refers to a specific range for x.)     This should give you Predicted values of  7∙06 and 10∙36

One of these is an interpolation and one an extrapolation.

Which is which and which is likely to be more accurate?

Comparing predictions with the actual values.

· The actual values turned out to be £6∙8m and £10m.

· Set up part of your spreadsheet with this table. 

· I suggest you place it on the right hand side well away from everything else. 
	Prediction
	Actual Value
	Difference
	% error

	7.06
	6.8
	
	 

	10.36
	10
	 
	 


· Do not type in the predicted value, link it to the cell where the predicted value was calculated.

· You will need a formula for the difference between the Prediction and the Actual Value.

· In the next cell put a formula to express this difference as a % of the actual value.

You should get

	Prediction
	Actual Value
	Difference
	% error

	7.06
	6.8
	0.26
	3.80

	10.36
	10
	0.36
	3.58


Spinners

For a bit of fun, and to see how one data point can affect the analysis, attach a Spinner to B6.

· First we have to display the Developer Tab.

· Click on the Office button.
· Click on Excel Options at the bottom.
· The Popular options should be showing

· Check the 3rd option which is Show Developer tab in the ribbon   > OK

	· Under the Developer Tab click on Insert
· From the Form controls click on the spinner icon.
· Using the crosshairs draw a square in a spare bit of the spreadsheet.
· Right click on the spinner to bring up a dialogue box

· Select Format Control
· In the Control box link it to cell E6
· Adjust the limits to minimum 50 and maximum 400 
· Using the spinner change the value of the Sales for that year. 
· Watch what happens to the measures of goodness of fit, and see how the slope and intercept change. 
· You can experiment to see how one ‘odd’ reading affects the regression analysis. 
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Updating a spreadsheet
· The beauty of spreadsheets is the way they update if you overtype the original numbers. 

· Try it with the following data. 
	year
	Sales

	1
	6

	2
	24

	3
	54

	4
	96

	5
	150

	6
	216


· What is the regression equation?  
· What is the value of R-squared and what does it tell you? 

· Do you think the model fits the data reasonably well? 
· What does the residual plot tell you? 
· Do you think a straight line is the appropriate model for these figures?


Updating a spreadsheet: the answers
· The regression equation is  Sales = 42 * year – 56

· What is the value of R-squared and what does it tell you?  
96% of the variability in sales can be explained by the year.
· Do you think the model fits the data reasonably well?   It looks OK, but …….
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· What does the residual plot tell you?   The residuals are not randomly scattered.

· Do you think a straight line is the appropriate model for these figures?  No it isn’t.
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