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   Aim:	To get a feel for drawing a line of best fit through a 		set of points, and begin to understand the concept of 		regression.


�



�
 :  What's on the screen 


	6 pairs of co-ordinates are given.


	These have been plotted together with a line,


	which is described by the equation


		y  =  a  +  bx


	where  a is the constant, and  b  is the slope.





	The residuals have also been calculated and 	plotted.





     &    You need to know 





   	That a line can be described by the equation


		y  =  a  +  bx


	where   a  is a constant, and tells you where the 	line intercepts the y axis, and  b  is another 	constant which describes the slope.








�



	What to do:





	1.	To begin with forget about finding a line which best fits the points.


		Instead start by making sure you understand how the numbers in the  'fitted'


		column have been calculated. The number in the first row is the value 


		for  x  multiplied by  b then added to a.  In other words   a  +  bx .





	2.	Now spend some time experimenting with different values for a ,


		the constant term, to see how this changes the position of the line.


		Try negative values, and try  a  =  0.





	3.	Keeping a fixed, change the value of  b  , the slope term.


		What happens when this is made larger ?  What happens as it becomes 


		very small, or 0 ?  Try negative values - what happens now ?





	4.	Once you have a feel for how the constant term, and the slope term affect 


		the position of the line, try to find suitable values so that the line best fits 


		the given set of points.  How will you decide what IS a best fit ?





	5.	Look at the residuals. These are the differences between the y values 


		and the fitted values. Some people might say that  when the sum of the 			residuals is least, the line will be the line of best fit. 


		Try  the 6 co-ordinates     (10,20), (20,13), (30,24), (40,35), (50,48), (60,52)   


 		Put  a  =  67  and  b  =  -1    What is the sum of the residuals ?  


		Is the line a good fit ?





	6.	Using the squares of the residuals overcomes this problem.


		The sum of the squares is a useful measure of how well the line fits.


		When it is a minimum, which may NOT be 0 or anywhere near  0, 


		we have A  line of best fit which we call the line of least squares.


		Using this criterion find the line of best fit for your co-ordinates.


_________________________________________________________________________________


Further Challenges :








	1.	Change the values of the co-ordinates, and find the line of 		best fit which minimises the sum of the squares of the 			residuals.


	


		Look at the chart of the residuals plotted against the fitted 		values. If a straight line is a good model for your data set 			this plot should appear fairly random - admittedly a bit 			difficult when one only has 6 pairs of co-ordinates in the first 		place !





	2.	Enter the co-ordinates  (-4,16) (-2,4) (0,0) (2,4) (4,16) (5,25)


		Find a line of best fit, i.e. one which minimises the sums of 		the squares of the residuals. What does the residual plot 			look like now ? Is it a random plot ?





	3.	Experiment with other sets of data, finding  a  and  b  . 


		Practice doing this until you are good at guessing their 			approximate values every time. 


		See how well a straight line models the data and what the 		residual plots look like in each case.


		Choose at least one set of data with a negative slope.








	4.	Challenge someone else working with this spreadsheet to 		find the best values of a and b  for your co-ordinates as 			quickly as possible.








	5.	N.B.  We have defined a line of best fit  as one where the 			sums of the squares of the residuals are a minimum, hence 		it is known as the line of least squares. There are other ways 		of defining such a line.  However, in regression analysis, 			where we are trying to find the straight line which best 			describes the linear relationship between two sets of 			variables, it is the least squares line which is used.
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   Aim:	To understand what r, R-squared and s measure. �



�
 :  What's on the screen 


	8 pairs of co-ordinates are given.


	The values of r, R-squared and s have been 	calculated and are shown.





     &    You need to know 


	r is the correlation coefficient


	R-squared is the coefficient of determination,


	and is the square of r.


	s is the standard error of the estimate








�



	What to do:





	1.	This spreadsheet does NOT introduce you to the formulae for calculating 


		the values of r, R-squared or s, but aims to give you an intuitive 


		understanding of what they actually measure, and how they help determine 			the goodness of fit of a straight line with the given data.





	2.	r is the correlation coefficient and measures the strength of the LINEAR 			relationship between the variables.  Discus 7.3 tells you more about r, so all 		that needs to be said here is that if the data points lie in a dead straight line, 		the value of r will be either -1 or 1.  You can discover which value occurs, 


		and when each occurs, for yourself !  If there is very little in the way of a 


		linear  relationship between the variables r will be almost 0. Try it !





	3.	Find values of x and y so that r becomes approximately   0.8, 0.5, - 0.2			Notice that if you express R-squared as a decimal, and not as a percentage, 		the value for r is its square root.





	4.	R-squared is called the coefficient of determination.  


		It measures the proportion of the variability in the y values that can be 			explained by the variations in the x values.





		Take car maintenance costs as an example. Suppose our x values were 


		the ages of cars in our company fleet , and the y values the annual costs of 			repairing and servicing each car. Then the value of R-squared tells us the 			proportion of maintenance costs that can be explained by a car's age.





		Type in some appropriate numbers and see the result.


		If there is a good linear relationship between the x and y variables then 


		R-squared will be large.  Find the largest value it can take.





	5.	Make the values of y  close to, but not exactly, twice the value of the


		corresponding x.  What are the values of r and R-squared ?


		Note the value of s.  Now double each of the y values. 


		What happens to the values of r , R-squared and s ?


		What happens if the if the y's are exactly twice the value of the x values  ?





_________________________________________________________________________________


Further Challenges :








	1.	s, the standard error of estimate (of Y on x) measures the 		scatter of the data points about the line of best fit. 


		What happens to s when r is almost 1 ?


		What happens when r is almost 0 ?





	2.	Experiment with other values of x and y to discover how s 		changes.


		How large can you make s ?


		What makes it large ?  Or small ?


		What does the scatter plot look like each time ?





	3.	Choose a set of values for x and y . 


		Note the corresponding values of r, R-squared and s. 


		Now multiply the y's by 3 . 


		What happens to the calculated statistics ?


		Try multiplying by other numbers.





	4.	Add 10 to each of the y values. 


		Have any of the statistics changed ?





	5.	Make the y values the same, except for one.


		What happens ?


		What is the value of r ?


		It is possible to draw a straight line through nearly all the 			points, so is there a linear relationship ?
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   Aim:	To understand what a correlation coefficient 				measures.


�






�
 :  What's on the screen 





	A set of points has been plotted.


	You have to guess the correlation coefficient.


	You can then ask for the answer, and for 	another set of points.








     &    You need to know 





	The correlation coefficient, r, measures the 	strength of the linear relationship between two 	sets of variables.


   





�



	What to do:


	





	1.	Look at the plot on the screen.


		If there is a strong linear relationship, r will be close to 1 or -1, 			depending on whether the gradient of the line of best fit is 			positive or negative.


		If there is hardly any LINEAR relationship  r  will be almost 0.


		The points may fall in a well defined curve, showing that there is 		indeed a relationship between  x and  y  , but  r  will still be very 		small  as it is not linear.





	2.	Guess the value of r.


		Click on the  Answer  button to reveal the correct answer ,


		and on   New data   for another set of data.


	


	3.	Continue selecting new data sets and guessing the value 


		of r until you are reasonably accurate with your estimations.





	4.	What is the value of r when the points fall in an almost 


		horizontal line ?   Why is this ?


		It may seem odd at first.  However, what do we mean when we 


		say there is a linear relationship between two sets of variables ? 


		Is there a linear relationship here ?
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   Aim:	To show how the standard deviation of linear 				combinations of variables is calculated.


�



�
 :  What's on the screen 


	The values of a and b defining the combination   	aX  +  bY.


	The standard deviations of  


		X, Y, aX, bY, aX + bY.


	A chart illustrates the calculation of the latter.








     &    You need to know 


	What is meant by 	a linear combination


			standard deviation


			independence


			correlation


	Knowing some elementary trigonometry might 	be useful !








�



	What to do:








	1.	X and Y are rather abstract, so it may be helpful to focus on a real-life


		application such as a supermarket checkout where X can be a person's 


		queuing time and Y their service time.  


		Clearly the total time, X+Y, spent at the checkout, is of interest.


		Set  a = 1  and  b = 1  to define this combination, so  C = X + Y


		Now set  the standard deviation of X, sd(X), to be 4 and sd(Y) to be 3.


		What is sd(X+Y)?   This is called  sd(C)  on the screen since C= X + Y.


		Are you surprised?  What did you think the answer might be?


		What law of trigonometry do these standard deviations obey?








	2.	Now consider another application.  


		Let X be a person's weight before going on a diet and Y their weight


		afterwards.  Now X-Y is important!


		Set  b = -1  to define this combination, so C = X - Y .


		What is different about the triangle?


		What is the same about the triangle?


		What is sd(X-Y)?  ( Remember that on the screen this is  sd(C). )


		Do you find this value surprising?  Why?








	3.	Suppose now that X and Y are the times a person takes to get to work on


		two randomly chosen days.  (Why  not two consecutive days?)


		This means that sd(X) and sd(Y) should have the same value, let's say 4.


		If we are interested in the average of these two times, what are a and b?


		What is the standard deviation of this average?


		Is it larger or smaller than the standard deviation of X (or Y)?


		What do you learn from this about the averaging process?





	4.	Proceed to 7.5 and attempt the further challenges overleaf!





_________________________________________________________________________________


Further Challenges :





	1.	The screen layout of 7.5 is very similar to 7.4.


		The main difference is that you may now make X and Y 			correlated.  Initially the correlation is 0, i.e. independence.


		What would a positive correlation between X and Y mean


		in the context of the three examples used overleaf?


		What would a negative correlation imply?





	2.	Revisiting our queuing example, let  a = b = 1, sd(X) = 4 and 		sd(Y) = 3.  


		You should get the same answer as you did in 7.4.


		Now set the correlation to 0.3.


		What has happened to the triangle?


		What rule of trigonometry is now needed?


		What has happened to sd(X+Y)  ( this is sd(C) )?


		Think carefully.  Why?





	3	What happens as the correlation is increased to 0.5, 0.7, 			0.9?	Why?





	4	What does it mean if the correlation is 1?


		What will sd(X+Y) be then?  Try it and see.


		Try different values for sd(X) and sd(Y).


		What is the rule for sd(X+Y) in this case?


		Don't forget this will not work when the correlation is not 1!





	5	Now try a negative value for the correlation. How about -0.5?


		What has happened to the triangle?


		What has happened to sd(X+Y)? 		Again, why?


		


	6	What does it mean if the correlation is -1?


		Try out various values of sd(X) and sd(Y)?


		What is the rule for sd(X+Y) in this case?





	7	Turn now to our weight loss example, by setting b=-1.


		Without using correlation -1 or 1, can you find values for the 		correlation, sd(X) and sd(Y) such that sd(X-Y)=sd(X)-sd(Y)?


		Again, you must realise that this rule is not normally true!
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   Aim:	To perform regression analysis on your own data.


�



�
 :  What's on the screen 





	At the top of the screen are a wide variety of 	statistics.  You may change the % Conf interval.





	Further down are two columns headed  x and y


	in which you can enter your own data.





	To the right of the screen, not visible initially,


	are three plots:


		the data with the line of best fit


		the residuals against the fitted values


		the normal probability plot of the 		residuals











     &    You need to know 





   	What regression analysis is all about !





	Use earlier worksheets in this workbook


	to improve your knowledge.
































�



	What to do:


	








	1.	Spend some time just experimenting with the spreadsheet !


		Clicking the cursor on each cell will reveal the appropriate formulae.








	2.	Enter your own data into the spreadsheet and see what happens.








	3.	It may be that you don't want all the statistics given on the sheet, or


		you want some different ones.  


		Alternatively, you may wish to rearrange the layout. 


		In either case you are free to do this  -  to tailor the tool to your own 


		particular needs. 


		All you have to do is unprotect the document using the password 


					neville


		and it is yours to alter as you wish.


























________________________________________________________________________________
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